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General Normal 
Confidence Interval

has standard normal 
distribution.

If zα is chosen so that

 approximately normal. Then 

is a 100(1-α)% 
confidence interval 
for θ.

öθ

Φ(−z! ) = α

Z := !̂ −! −Bias(!̂ )!
Var(!̂ )

θ̂ − Bias(θ̂)± z! /2

√
Var(θ̂)
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Problems

What if the estimator isn’t normal?

Bias and/or variance generally depend on 
unknown parameter

Use “plug-in” principle: Define standard error 
to be SD of estimator under assumption that 
the estimate is correct

But this may introduce bias...



Standard Example: Estimate 
mean in normal model

Three independent observations from a
normally distributed process with unknown
expectation μ and variance σ2: 0,1,5.

Find a 90% confidence interval for the mean.



Standard Example: Estimate 
mean in normal model

Three independent observations from a
normally distributed process with unknown
expectation μ and variance σ2: 0,1,5.

Find a 90% confidence interval for the mean.

Solution: Estimate μ by sample mean = 2.
Estimate SE=n-1/2(bias-corrected sample SD)=1.5

Confidence interval= 2±1.64.2.6=(-0.5,4.5)



Simulation test
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Simulation test
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Here, we know what’s going on.
T := µ̂−µ

SE(µ̂,σ̂) = µ̂−µ
s/
√

n
doesn’t follow the 
normal distribution, 
but Student’s T 
with n-1 degrees of 
freedom.

The probability of 
a sample lying 
outside 1.64SE 
from the mean is 
not 0.05 (as in the 
normal) but 0.24.
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Nationally, Harper's Conservatives enjoy the 
support of 38.6 per cent of decided voters 
compared to 27.2 per cent for Martin's Liberals, 
18.6 per cent for Jack Layton's NDP, 10.6 per 
cent for Gilles Duceppe's Bloc Québécois, and 4.4 
per cent for the Green party led by Jim Harris.

EKOS surveyed 1,184 Canadians aged 18 and older 
Saturday and yesterday with 968 saying they 
were decided voters.

Signs point to a Tory victory
Lead in national poll continues Toronto Star 1/16/06



Nationally, Harper's Conservatives enjoy the 
support of 38.6 per cent of decided voters 
compared to 27.2 per cent for Martin's Liberals, 
18.6 per cent for Jack Layton's NDP, 10.6 per 
cent for Gilles Duceppe's Bloc Québécois, and 4.4 
per cent for the Green party led by Jim Harris.

EKOS surveyed 1,184 Canadians aged 18 and older 
Saturday and yesterday with 968 saying they 
were decided voters.

Signs point to a Tory victory
Lead in national poll continues Toronto Star 1/16/06

The poll is considered accurate to within 2.8 
percentage points, 19 times out of 20.



How accurate is the estimate for the 
Green party supporters?

Binomial model
Estimate 
Plug-in SE=

p̂ = 0.044√
p̂(1− p̂)/n = 0.0066

95% Confidence interval= (0.031,0.057)

Simulation test: Simulate Binom(968,0.04).



Simulation test
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In 100,000 trials, 6058 intervals were too low,
        2900 intervals were too high.



Could use simulations to 
compute the intervals
Idea: We want to know how far (and in 
which direction) the estimator is off from 
the true value

We could answer this by simulating many 
times from the true distribution and 
computing the estimator

But we don’t know the true distribution, so...

... use the plug-in principle. Simulate from 
the empirical distribution of the data.



Binomial model
Empirical distribution has 43 “Green” and 925 
“Not Green”. Code as 1 and 0.

We simulate 10,000 times, drawing 968 samples 
from the empirical distribution, computing the
T statistic= p̂! p!

p̂(1! p̂)/n

Now, take this as the distribution of T, and find
t1 and t2 such that P

{
T ! t1

}
= !

2 , P
{

T " t2
}

= !
2 .

Then a 100(1-α)% confidence interval for p is!
p̂− t2

"
p̂(1− p̂)/n, p̂− t1

"
p̂(1− p̂)/n

#
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Same length as original symmetric interval.



Parametric bootstrap Green Party support

Procedure: Estimate 
Plug-in SE=

Confidence interval=

öp√
öp(1− öp)/n

Simulate 1000 times Binom(n,  ). For each
simulation, compute

öp
T = öp! p!

öp(1 ! öp)/n
Let t1 be the α/2 quantile, t2 the 1-α/2 quantile.

!
p̂− t2

"
p̂(1− p̂)/n, p̂− t1

"
p̂(1− p̂)/n

#



Parametric bootstrap Green Party support

Procedure: Estimate 
Plug-in SE=

Confidence interval=

Simulation test: Simulate Binom(968,0.04).

öp√
öp(1− öp)/n

Simulate 1000 times Binom(n,  ). For each
simulation, compute

öp
T = öp! p!

öp(1 ! öp)/n
Let t1 be the α/2 quantile, t2 the 1-α/2 quantile.

!
p̂− t2

"
p̂(1− p̂)/n, p̂− t1

"
p̂(1− p̂)/n

#



Parametric bootstrap Green Party support

Procedure: Estimate 
Plug-in SE=

Confidence interval=

Simulation test: Simulate Binom(968,0.04).
Result (α=0.1): 6.0% of intervals too low, 5.8% too 
high. (Compare: 6.1% too low, 2.9% too high using
normal intervals.)

öp√
öp(1− öp)/n

Simulate 1000 times Binom(n,  ). For each
simulation, compute

öp
T = öp! p!

öp(1 ! öp)/n
Let t1 be the α/2 quantile, t2 the 1-α/2 quantile.

!
p̂− t2

"
p̂(1− p̂)/n, p̂− t1

"
p̂(1− p̂)/n

#



Caveat
Simulated distribution of T1, T2 quite discrete.  
T1 too high 20% of the time when using 1000 
bootstrap samples.

Once you realize this, you might dispense 
with the simulations altogether, and compute 
from the Binomial distribution the quantiles 
that you should have gotten.

This is the basis of the BCA (bias-corrected 
and accelerated) approach



Comments
There are two problems here: Distribution of T 
is not symmetric (and not Student T),

Distribution depends on the unknown parameter

Bootstrap corrects the first (relative to “basic 
confidence intervals”)

BCA (and related approaches) go some way 
toward correcting the second

Often, we use “bootstrap” confidence intervals 
which are normal (or Student), and bootstrap is 
used only to compute the SE



Nonparametric bootstrap
Example (Davison-Hinckley 1997): Population growth 
in 49 US cities

138  93  61 179  48  37  29  23  30   2  38  46  71  25 298  74
143 104  69 260  75  63  50  48 111  50  52  53  79  57 317  93

50  76 381 387  78  60 507 50  77  64  40 136 243 256  94  36  
58  80 464 459 106 57 634  64  89  77  60 139 291 288  85  46

45  67 120 172  66  46 121  44  64  56  40 116  87  43  43 161  36
53  67 115 183  86  65 113  58  63 142  64 130 105  61  50 232  54

1920
1930

1920
1930

1920
1930

Growth rate= 1930 pop/1920 pop
Problem: Assuming these are a random sample of
all US cities, estimate the average growth rate.

Population in 1000s



If distribution were 
jointly normal, it 
would make sense 
to use least-squares
regression:
P1930≈1.20P1920, with
SE of .024 on the 
coefficient.
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... but they’re not

Histogram of u

1920 population (thousands)
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Estimate average growth rate by growth rate of 
average population (or total population)

Result: 1.24. 
What is a 95% confidence interval?

Bootstrap approach:
Draw 49 cities with
replacement from the
sample we have. Compute 
growth rate θ* for each 
sample.
Let θ1, θ2 be .025 and .975
quantiles. Then the CI is

1000 Bootstrap population growth rate, 49 cities

Ratios

Fr
eq
ue
nc
y

1.15 1.25 1.35 1.45

0
50

10
0

15
0

20
0

(ö! ! (! 2 ! ö! ), ö! + (ö! ! ! 1)
)

(1.16,1.30)



Compare to the delta method

Define the “influence function”

Lt (y; F ) = ∂
∂ε t

!
[1− ! ]F + !Hy

" #
#
#
#
ε=0

For G close to F, we have the first-order 
approximation

!̂ = t(F̂ ) where F is the true cdf, and F̂
empirical cdf

t(G) ≈ t(F ) +
∫

L t(y; F )dG(y)

Applying this to the empirical cdf, with observations yi

t(F̂ ) ! t(F ) + 1
n

! n
i =1 L t (yi ; F )



Apply CLT to the sum. Since F is the true distribution, 
the influence function has expectation 0.

θ̂ ≈ θ + 1
n

! n
i=1 Lt(yi;F )

vL(F ) = n−1
∫

L2
t (y;F )The variance is

Of course, we don’t know F, so we generally use

vL := vL(F̂ ) = n−2
!

L 2
t (y; F̂ ) =: n−2 " n

j=1 !2
j

In our problem, ! j = xj øu−uj øx
øu2

Estimate SE=0.034. 95% CI= (1.17,1.31)



Treat the sample of 49 as the population, and 
consider subsamples of size 10. Try to estimate 
the population growth ratio from the sample.

Which estimate is better?

Bootstrap confidence interval is too high 2.3% of 
the time, too low 5.8% of the time

Delta-method confidence interval is too high 5% 
of the time, too low never.



Applications to Life Tables
1. Estimating Gompertz parameters

 Mortality rate
age x=keGx, 
where k, G are
constants.

Compute MLE
for the 
parameters.

(with K. Yen, Mt. Sinai Medical Center)



Observe sx=# surviving to age x

log Likelihood(G,k)
! !

x=0 log
" sx

sx+1" sk

#

+
∑∞

x =0 (sx − sx +1 ) log
(
1− e−

k
G (eG −1)eGx

)

−
∑!

x=0 sx+1
k
G (eG − 1)eGx

We compare two strains. Want to know if G (rate 
of ageing) is different.  How to compute confidence 
intervals?



Simulation: Start with s0 times of death.
Sample s0 with replacement.
Treat these as a new experimental result,
and compute MLE of the parameters.

Obtain 10,000 different values of G.

We did parametric bootstrap: 
Distribution of G fits log-normal quite well.



2. Dinosaur 
ageing
“Tyrannosaur 
Life Tables:
An Example
of Nonavian 
Dinosaur
Population 
Biology”
Erickson,et al.
Science, 
7/14/06



Conclusion: Tyrannosaurs had convex log survivorship
i.e., increasing age-specific mortality.
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Conclusion: Tyrannosaurs had convex log survivorship
i.e., increasing age-specific mortality.
Problem: Only 22 aged skeletons. Can we really say 
anything about the shape of the survivorship?
Problem 2: Doesn’t even really fit the last two...

Boostrap
Confidence
Intervals



Not a convincing use of the bootstrap...
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In order to make a statistical question, we need
to say how convex the survivorship is, and then
ask, is that more than we’d expect by chance.

“Testing for monotone increasing hazard rate”
P. Hall, I. Van Keilegom, The Annals of Statistics 33, 
1109 (2005)

H= empirical log survivorship
Measure convexity by



Looking only at those individuals who died 
before age 22, T is very low.

How low? T=0.5. The fraction of bootstrap 
samples that have T so low is 0.5%.



Problem: How do we decide if T is “too large”?

Solution: Compare bootstrap distribution of T
to the distribution of T satisfying the null. 

Null hypothesis: H came from a population with 
log-convex survival curve.

But... It’s a complex null. Which distribution do we take?

Idea: If we smooth the empirical hazard with a 
Gaussian kernel, and increase the bandwidth, 
eventually the empirical log survivorship will 
become convex. Take the smallest bandwidth that
does this.



! ! ! ! ! ! ! !
!

!

!

!

!

!

!
!

!
!

!

!

!

!
!

!

!

!

!

0 5 10 15 20 25 30

0.
5

0.
6

0.
7

0.
8

0.
9

1.
0

Smoothed yearly survival rates

Age (years)

Y
ea

rly
 s

ur
vi

va
l r

at
e

! ! !
!

!
!

!

!
! !

!
!

! !

!

!

!

! !

!

!

! !

!

!

!

!

! !
!

!
!

!
! ! !

!

!

! !
!

!
!

!

!

!

! !

!
!

!

!

!

!

! ! ! ! !

!

!

!

!

!

!

!

!

!

!

!
! ! !

!

!

! !

!

!

!

!

! ! ! ! ! ! ! ! !
!

!
!

!
! !

!

!

! !

!

!

!

!
!

!

!

!

!

!

!

!

bootstrap YSR 1
bootstrap YSR 2
bootstrap YSR 3
bootstrap YSR 4
Hypothetical YSR
Observed YSR
Bias!corrected YSR

Suppose Hypothetical YSR (*) is the true survival rate



!

!

!

!!!
!

!

!

!
!

!
!

!

!

!

!

!
!

!
!

!

!

!

!

!

!

!

!

!

!

!
!

!

!
!
!

!

!

!

!
!!

!
!

!
!!

!

!
!

!

!

!!!
!

!

!
!!!

!

!
!

!
!

!

!
!
!

!!!!

!

!

!
!

!

!
!

!

!
!

!

!
!

!!

!
!!!

!

!

!

!

!

!

!

!

!

!

!!
!

!

!
!

!

!

!

!

!!

!

!!

!
!!

!!!

!!

!

!

!

!!
!

!

!

!!

!

!

!
!
!
!!
!

!

!

!
!

!

!

!
!
!
!
!

!!

!

!

!!

!
!
!

!
!

!

!

!!
!

!

!

!!!!
!
!!!

!!

!

!
!

!

!

!
!
!!!!!
!!!

!

!

!
!

!
!

!

!

!

!!!!!

!

!
!
!!

!

!!

!

!
!

!
!

!
!

!
!
!!!!!

!

!
!
!

!

!!
!!
!!!!!
!!
!

!

!!!
!
!!!!!
!!!!

!

!
!!!
!!
!
!
!
!!!!

!

!
!!
!!!
!
!!

!!!!!!
!!!
!
!!!
!!!!
!
!!!
!
!
!
!
!!
!
!
!
!!
!
!

!!!!!
!
!!!!

!

!!!!!!!!!!!!
!

!!!!!!!
!

!!!

10 22 50 100 200

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Number of skeletons

P
ow

er
 o

f t
he

 te
st

T
 s

ta
tis

tic
0

20
40

60
80

10
0

10 22 50 100 200


